
Lecture 4

Iterative algorithms for solving a problem of the form

minimize f(x) (4.1)

on Rn generate a sequence of vectors x0,x1, . . . in the hope that this sequence
converges to a (local or global) minimizer x∗ of (4.1). In this lecture we first study
step length selection procedures and then study what it means for a sequence to
converge, and how to quantify the speed of convergence.

4.1 Step length selection

Recall that a descent direction of a function fRn → R at x ∈ Rn is a vector p such
that 〈p,∇f(x)〉 < 0. When moving from xk to xk+1 along a descent direction pk,

xk+1 = xk + αkpk,

we can only guarantee that the function value will decrease if the step length αk is
small enough. If we move too far in a descent direction, we might even land at a point
where f is larger than where we started! It is therefore important to choose a step
length that

• is not too small (so that the algorithm does not take too long);

• is not too large (we might end up at a point with larger function value);

• is easy to compute.

An optimal step α for a descent method would be the minimizer of the function

α 7→ ϕ(α) := f(xk + αpk).

To visualize the function ϕ(α), we think of taking a two-dimensional “slice” of the
graph of f in the direction of p (see Figure 4.1). Recall from Lecture 3 or Page 19
in the Preliminaries document that the derivative of ϕ(α) at α = 0 is the same as the
directional derivative of f in the direction of pk,

ϕ′(0) =
df(xk + αpk)

dα
|α=0 = 〈pk,∇f(xk)〉,
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so that ϕ′(0) < 0 is equivalent to having a descent direction.
In practice, minimizing this function is not always the most efficient thing to do (or

even possible). One would rather choose a step length that satisfies some criteria that
ensure that the sequence xk converges to a minimizer x∗ under suitable conditions on
f . One such condition is a sufficient decrease condition,

f(xk + αpk) ≤ f(xk) + cα〈∇f(xk),pk〉 =: `(α), (4.1)

with c ∈ (0, 1). Note that ϕ′(0) = 〈∇f(xk),pk〉 < 0, because pk is a des-
cent direction. The function `(α) is therefore a line through f(xk) with a slope
c〈∇f(xk),pk〉 = cϕ′(0) > ϕ′(0) (remember that ϕ′(0) < 0, therefore multiplying
with c ∈ (0, 1) increases this value!). To see why this condition is necessary, consider
the function f(x) = x2− 1 and the sequence xk =

√
1 + 1/k for k ≥ 1. Clearly, the

sequence f(xk) = 1/k decreases, but fails to converge to the minimizer f(0) = −1.

Figure 4.1: The sufficient decrease condition

The sufficient decrease condition (also called Armijo condition) can always be
satisfied if α is chosen small enough, but the algorithm may become very slow. It is
therefore common to supplement the sufficient descent condition with other criteria
that guarantee that sufficient progress is made. Two of the commonly used criteria
are:

• the Wolfe conditions, which add a curvature condition

ϕ′(α) ≥ c̃ϕ′(0)

for some c̃ ∈ (c, 1), which gives a lower bound on the slope of the new point;

• the Armijo-Goldstein conditions, which state that a step length αk should satisfy
the bound

f(xk) + (1− c)αk〈∇f(xk),pk〉 ≤ f(xk + αkpk), (4.2)

in addition to (4.1), which gives a lower bound on the step size.
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Another common approach is backtracking: in this method one uses a high initial
value of α (for example, α = 1), and then decreases it until the sufficient descent
condition is satisfied.

Example 4.1. Consider the function f : R2 → R defined by f(x) = x21 + x22. The
gradient is∇f(x) = 2x, and the ϕ function at xk = (1, 1)>

ϕ(α) = f(xk − α∇f(xk)) = 2(1− 2α)2, ϕ′(α) = −8(1− 2α).

The optimal step length in this case would be α = 0.5, found by setting ϕ′(α) = 0 and
noting that the second derivative is positive. The Armijo-Goldstein conditions (4.1)
and (4.2) then state that we can choose α such that

ϕ(0) + (1− c)αϕ′(0) ≤ f(xk + αpk) ≤ ϕ(0) + cαϕ′(0)

for some c ∈ (0, 1), where we used that f(xk) = ϕ(0) and 〈∇f(xk),pk〉 = ϕ′(0).
In our case, this translates to the condition

2− 8(1− c)α ≤ 2(1− 2α)2 ≤ 2− 8cα.

for some c ∈ (0, 1). If we choose c = 0.5, then the left and right bounds are the same,
namely 2− 4α. In this case, there is only one choice of α, namely the solution to the
equation 2(1− 2α)2 = 2(1− 2α). This implies α = 0 (no movement) or α = 0.5,
so that the choice c = 0.5 leads to the optimal step length α = 0.5. Other choices of
c may lead to other, suboptimal step lengths α.

4.2 Convergence of iterative methods

To quantify the convergence of iterative methods, we need a way to measure distances
between vectors. Distances between vectors x,y are measured by a norm of the
difference x− y, ‖x− y‖ (see Page 8 in the Preliminaries document for a discussion
of norms). A sequence of vectors {xk} in Rn, k ≥ 0, converges to a vector x∗

with respect to a norm ‖·‖ as k →∞, written xk → x, if the sequence of numbers
‖xk − x∗‖ converges to zero. More formally, if for every ε > 0 there exists an index
N such that for all n ≥ N ,

‖xn − x∗‖ < ε.

Iterative algorithms will rarely find the exact solution to a problem like (4.1), so we
will usually be happy to find a solution that differs from the true one by at most some
specified accuracy. In fact, computers are not capable to tell very small numbers (like
2−53 in double precision arithmetic) from 0, so finding a numerically exact solution is
in general not necessary.

Definition 4.2. Assume that a sequence of vectors {xk}, k ≥ 0, converges to x∗.
Then the sequence {xk}, k ≥ 0, is said to converge
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(a) linearly (or Q-linear, Q for quotient), if there exist an r ∈ (0, 1) such that for
sufficiently large k,

‖xk+1 − x∗‖ ≤ r‖xk − x∗‖.

(b) superlinearly, if

lim
k→∞

‖xk+1 − x∗‖
‖xk − x∗‖

= 0,

(c) with order p, if there exists a constant M > 0, such that for sufficiently large k,

‖xk+1 − x∗‖ ≤M‖xk − x∗‖p.

The case p = 2 is called quadratic convergence.

Of course, as mentioned earlier, these definitions depend on the choice of a norm.
It can be shown that quadratic convergence implies superlinear convergence, and
superlinear convergence implies linear convergence.

Example 4.3. Consider the sequence of numbers xk = 1/2r
k

for some r > 1. Clearly,
xk → x∗ = 0 as k →∞. Moreover,

xk+1 =
1

2rk+1 =
1

2rkr
=

(
1

2rk

)r
= xrk,

which shows that the sequence has rate of convergence r.

4.3 Convergence of gradient descent

In this section, a norm ‖·‖ will refere to the 2-norm, unless otherwise stated. We now
study the convergence of gradient descent for the least squares problem

minimize f(x) =
1

2
‖Ax− b‖2, (4.1)

where A ∈ Rm×n withm ≥ n of full rank. As we have seen in Lecture 3, the gradient
descent method is the procedure

xk+1 = xk + αkrk,

where the step length and the residual are given by

αk =
‖rk‖2

‖Ark‖2
, rk = A>(b−Axk) = −∇f(xk).

At the minimizer, the residual is

r = −∇f(x∗) = A>(b−Ax∗) = 0, (4.2)
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and as the sequence xk converges to x∗, the norms of the residuals converge to 0.
Conversely, the residual is related to the difference xk − x∗ by

rk = A>(b−Axk) = A>(b−Axk − (b−Ax∗)) = A>A(xk − x∗), (4.3)

where we used the “intelligent zero” (4.2). Therefore

‖xk − x∗‖ = ‖(A>A)−1r‖ ≤ ‖(A>A)−1‖‖rk‖,

where ‖B‖ = maxx6=0 ‖Bx‖/‖x‖ is the operator norm of a matrix B with respect
to the 2-norm. Consequently, if the sequence ‖rk‖ converges to zero, so does the
sequence ‖xk − x∗‖. A reasonable criterium is to stop the algorithm is therefore
when the residual norm ‖rk‖ is below a predefined tolerance ε.

The following theorem (whose proof we omit) shows that the gradient descent
method for linear least squares converges linearly with respect to the A norm. The
statement involves the condition number of A1. This quantity is defined as

κ(A) = ‖A‖ · ‖A†‖,

where A† is the pseudoinverse of A. If A ∈ Rm×n with m > n and linearly
independent columns, it is defined as A† = (A>A)−1A>.

Theorem 4.4. The error in the k + 1-th iterate is bounded by

‖xk+1 − x∗‖ ≤
(
κ2(A)− 1

κ2(A) + 1

)
‖xk − x∗‖.

In particular, the gradient descent algorithm converges linearly.

1The concept of condition number, introduced by Alan Turing while in Manchester, is one of
the most important ideas in numerical analysis, as it is indispensable in studying the performance of
numerical algorithms.
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